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Origin of Motivation: Interval CSP

• Interval constraint satisfaction 
problems can be structured 
into layers

• The lowest layer relies heavily 
on interval arithmetic

• Efficiency of this layer impacts 
the performance of the whole 
solver



• Many frameworks exist → but typically CPU-only, non-parallel, no GPU/TPU 
acceleration

• IBEX (C++) – state-of-the-art CSP solver (eager & graph)

• RealPaver (C) – nonlinear constraint solving

• MPFI (C) – multiprecision intervals

• Boost.Interval (C++) – C++ library support

• INTLAB (MATLAB) – validated numerics toolbox

• Others: JuliaInterval, Filib++, …

Related work: IA frameworks



General Motivation
• Interval arithmetic ensures reliable computations under

uncertainty

• Main drawback: high computational cost

• Modern ML frameworks (e.g., TensorFlow) provide 
powerful acceleration possibilities

• Goal: explore TensorFlow for interval arithmetic 
computations



Interval arithmetic
• Computations with intervals 

instead of point values

• Captures uncertainty and 
rounding errors

• Provides guaranteed 
enclosures of the true result

• Basis for solving problems 
such as constraint satisfaction



TensorFlow
• Open-source ML framework, released by Google in 2015
• Originated at Google Brain for large-scale deep learning
• Builds and optimizes computation graphs
• Efficient execution on CPUs, GPUs, TPUs
• Provides parallelization and automatic differentiation



IEEE-1788 Standard
• IEEE 1788: standard for interval arithmetic (2015)
• Requires direct (outward rounding) → guarantees enclosure of true results

• ML frameworks (e.g., TensorFlow) support only round-to-nearest

• Solution: emulate directed rounding using nextafter()
• negligible impact on performance thanks to operation fusion (FMA)



Approach: How to get Interval 
Arithmetic from TensorFlow
• Several implementation paths exist inside TensorFlow

• Differ in performance, flexibility, and development effort

• We evaluate three main approaches:
• Native ops
• Composite ops in Python
• Custom C++ kernels



Native
• Intervals = pairs of TF tensors ([lower, upper])

• Interval ops (+, -, *, /, exp, …) as pure TF functions

• Fully compatible with graph tracing & XLA optimizations

• Supports autodiff + runs on CPU/GPU/TPU backends

• Entire computation compiled into static graph → no Python overhead

Interval addition example:



Composite
• Intervals as objects (Interval class) with lower/upper bounds

• Ops (+, -, *, /, …) as methods with operator overloading

• Implemented via tf.experimental.ExtensionType

• Benefits: clarity, type safety, extensibility

• Foundation for advanced features (arrays, decorations, …)



Custom kernels (C++ ops)
● Interval ops implemented as C++ kernels via 

TensorFlow’s custom op API
● Ops (e.g. add, mul, div, exp) registered and 

compiled into shared libraries
● Python wrappers load and expose kernels for

high-level TF code

Benefits:
● Minimal Python overhead
● Maximal performance, scalable to large

workloads
● Potential for hardware-specific optimizations & 

GPU support

Drawbacks:
● Highest development effort (C++ build, TF 

version compatibility, design)



Eager vs. Graph execution
Eager execution
• Ops evaluated immediately as they are called
• Simple, intuitive, good for development & debugging
• Higher overhead, no global optimization

Graph execution
• Builds a static computation graph (JIT)
• Enables optimizations, parallelism, HW acceleration (CPU/GPU/TPU)
• Efficient deployment across backends
• Used in our implementations for fair benchmarking & max performance



Experiment set-up
• Benchmark generator: pseudo-random computational graphs (interval ops)

• Scale: 100 → 50,000 operations per instance

• Mix: 40% unary ops, 60% binary ops

• Hardware: Dell Inspiron 16 Plus 7620
• Intel Core i7-12700H (14 cores, 2.3 GHz)
• 64 GB RAM, Windows 11 (64-bit)

Note: all tests run on CPU only, no GPU/TPU acceleration (yet)



Results – TF variants



IBEX – baseline reference
• State-of-the-art solver for interval constraint 

programming

• Open-source (C++), actively developed since 2007

• Modular architecture: interval arithmetic, 
contractors, strategies

• Supports eager execution and graph-based mode

• Widely used in research and industrial applications

• Baseline reference in our experiments



Results – TF vs. IBEX



Key Insights
Graph execution matters: TF graph mode with XLA/IREE gives 2–3 orders
of magnitude speedup over eager execution

Native wins: Functional TF native is fastest; custom C++ ops
competitive; composite limited by Python overhead

Scalability: TF native scales comparably to IBEX lazy, efficient even for
50k+ ops

Portability: ML frameworks provide parallelism and CPU/GPU/TPU 
backends, unlike most traditional interval solvers

Future integration: StableHLO IR with XLA/IREE suggests portable 
pipelines for interval arithmetic and CSP



Future Directions
Extend from interval arithmetic to interval CSP solving (consistency, 
branching, backtracking)

Integrate automatic differentiation for constraint propagation (via 
TensorFlow autodiff)

Exploit GPU/TPU acceleration and distributed execution for large-scale
problems

Build on StableHLO IR for portable pipelines across frameworks

Apply to domains: control, optimization, formal verification



Conclusion
TensorFlow graph execution enables efficient, IEEE-1788 compliant interval 
arithmetic

Native implementation is fastest; custom kernels competitive; composite suffers
from Python overhead

TF native outperforms IBEX eager by 2–3 orders of magnitude and scales
comparably to IBEX lazy

ML frameworks provide a scalable foundation for interval arithmetic and validated
numerics

=> Opens a path to parallel, portable, high-performance interval computation
and possibly interval CSP solvers on ML infrastructures



Questions & Discussion

„TensorFlow graph execution enables scalable interval arithmetic…”

jiri.khun@fit.cvut.cz
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